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Abstract: This paper presents a method for analyzing systems for non-functional qualities
from the perspective of their software architecture and applies it to the field of Internet
Information Systems (IISs). Since non-functional qualities tend to be too abstract for
comparing systems at the level of their software architecture, the method employs task
scenarios as a way of comparing and contrasting the capabilities of different architectures
with respect to specific aspects of the quality attributes of interest. Three issues are
explored in detail in this paper: generality of the method, repeatability of the method, and
the distinction between direct and indirect task scenarios with respect to architectural
ramifications.

1 Introduction

Increased attention is being directed toward the description and analysis of software architecture as an ar-
tifact of design. Our goal is to provide a method for analyzing architectural descriptions to determine how
non-functional software qualities are supported. Our previous work [4] was motivated by frequent claims
in the literature that some system possessed particular non-functional qualities (modifiability, scalability,
security, etc.) without any validation. Our concern was that the claims were seemingly unsupported; fur-
ther, there seemed to be no clear way to demonstrate the validity of such claims.

We have focussed on defining a scenario-based method for evaluation of software quality for an architec-
tural description. The previous example in [4] examined the domain of user interface development tools
with respect to the software quality of modifiability. We claim that such a quality label is generally too
abstract to be useful; such claims need to be made more concrete. That is, there are a great many modifi-
cations that might be made to a given system; any particular design may make certain of these modifica-
tions easy and others more difficult. Thus, concrete scenarios specific enough to characterize what is
meant by modifiability in the domain of user interface software development were provided to enable sup-
port of a claim of modifiability.

1. This work partially supported by the U.S. Department of Defense and the Natural Sciences and Engineering Research Council of Canada.



We restrict our analysis method to examining architectural descriptions of the system. An architectural de-
scription contains information about what functions or services the system provides and how that function-
ality is allocated onto a structure of interacting components. The evaluation demonstrates how the function
allocated onto structure supports the activity of a particular scenario.

The work reported here has two objectives: to discuss the evolution of our method, and to provide another
interesting example as a case study. There were several valid criticisms of our initial effort:

1. We could not demonstrate the generality of our method, since we only applied it to a single
application domain, user interface software, and only looked at a single quality factor, modifi-
ability.

2. We did not demonstrate the repeatability of our method. That is, if three different software en-
gineers applied the method, we could not say with any certainty whether they would produce
one, two, or three different analyses among them.

3. There was an unclear relationship between the scenarios chosen and the description of impor-
tant domain functions.

We will try to address all three of those criticisms in the context of another case study. In this case study
we will examine various Internet Information Systems—to see how they support qualities as varied as
scalability, maintainability, integrability, and portability. Though we are reporting now on work in
progress, we are encouraged that this new case study has helped us to clarify our method and begin to ad-
dress the above criticisms.

The paper begins by introducing the domain and the scenarios. We then briefly describe the meaning of
some of the terms we use with respect to architectures, introduce our method for analysis, describe three
different internet information systems and apply the method to these systems. We conclude by providing
a status report of what is possible with the current state of the method and what extensions need to be made
to it.

2 Introduction to the case study and scenarios

Internet information systems (IISs) are large software systems which are increasingly important in both
academic and commercial computing. Some example of these systems are the World-Wide Web, Gopher,
WALIS, and Archie/Prospero. Significant amounts of resources are being devoted to creating information
repositories, seekers, and servers. Given the importance and ubiquity of these systems, it is natural to at-
tempt to analyze them with respect to their support for various quality attributes, to ask the questions “How
well does this system scale up?”, “How portable is this system?”, or “How good is this system’s support
for integrability?”.

While these sound like important analyses to make, particularly considering the tremendous growth of
1ISs,? these questions cannot be answered as posed. Quality attributes are too abstract to provide meaning-

2. According to a recent survey [1], the number of World -Wide Web servers appears to be growing an order of magnitude per year (over the
past two years).



ful starting points for analysis because they have multi-faceted meanings. This paper argues for a different
approach to architectural analysis based upon concise task scenarios, rather than quality attributes. This is
a subtle departure from our original work in which we stated that one begins with a software quality and
then refines it through representation as concrete scenarios. When we used that older approach in this new
case study with several abstract quality factors, we spent more time worrying about how to categorize a
particular scenario than we did actually generating the scenarios of significance.We decided it was more
important to know which task scenarios were being supported and so we have de-emphasized the earlier
top-down approach based on qualities. Task scenarios realize abstract quality attributes in a sufficiently
concrete way that they alone provide a reasonable starting point for meaningful analyses. It might be useful
to determine later which abstract qualities the concrete scenarios represented, but not initially.

More specifically, rather than saying integrability is important for an IIS and then suggesting an instance
of integrability (e.g., the task scenario of introducing a new media type in an existing system), we just be-
gin with this important scenario. We can then add to this scenario description by distinguishing between
introducing a single new media type and many new media types. This latter scenario represents both inte-
grability and scalability (and also, one could argue, maintainability).

The use of scenarios to define the purpose and scope of a system is a common practice in workflow, task,
and requirements analysis. In those areas, the scenarios tend to be fairly rich descriptions of end-to-end
behavior. We do not have a use for scenario descriptions of such depth and context. Our scenarios are fairly
concise descriptions of tasks that are carried out between some role player and the system. They indicate
the intention of the various role players only.

There are a number of roles whose concerns influence the design of a particular system. These include the
end user, the system administrator, and the system builder. The end user is only incidentally affected by
the scalability or portability of a system. In our presentation of the scenarios, we characterize them partial-
ly based on which role is interested in each scenario.

3 Architectural Models

Since the discipline of software architecture is still an emerging one, terms have a tendency to be used in
a variety of fashions by different authors. In this section, we give our perspective on some of the terms that
are important to our work. We differentiate between the functional and the structural perspective on soft-
ware architecture. The functional perspective indicates the functions or services provided by the system
and the structural perspective describes the implementation in terms of independent and interacting com-
ponents. Our evaluation technique depends on being able to draw conclusions based on how the functions
were allocated over components in the structural descriptions.

3.1 Functional Partitionings

A functional partitioning specifies the distinct functions or services that a system must provide, but not the
actual structure of the software that computes those functions (although the functional partitioning may
suggest a structure). Thus, one system may combine functions a, b, and c into a single software component,
whereas another system may distribute each of functions a, b, and ¢ over several components.



The functional partitioning is a means for understanding what is common between all applications in a giv-
en problem domain. Though this description might sound similar to a domain analysis, there are some im-
portant distinctions. We will use the task scenarios to develop a functional partitioning. Since these
scenarios are not intended to cover the complete usage of the system, the functional partitioning that results
is not guaranteed to cover all aspects of any system developed in this domain. We are only interested in a
description of the functions that serve the scenarios of interest. We are also not concerned with defining
dependencies among the functions. Those dependencies will be reflected somewhat by the structural de-
scription of a system.

3.2 Structure

A system’s software structure reveals how it is constructed from smaller connected pieces. The structure
is described in terms of the following parts:

* A collection of components which represent computational entities (e.g., a process) or
persistent data repositories (e.g., a file);

* A representation of the connections between the components, that is, the communication
and control relationships among the components;

4 Analysis Method

In this section we present our analysis method. In broad brush, it has three stages:

1. define a collection of scenarios that represent important usages of a system in the domain in-
cluding the points of views of all of the roles involved in the system;

2. use the scenarios to generate a functional partitioning of the domain and a coupling of the sce-
narios with the various functions or services in the partitioning; and,

3. use the functional partitioning with reference back to the scenarios to perform the analysis of
the proposed architectures.

The analysis will provide, for each scenario, a ranking of the architectures being evaluated (the so-called
candidate architectures). It is the responsibility of the evaluator to determine the weighting of the scenarios
with respect to each other and, hence, an overall rating of the candidates.

Some mature domains, such as databases or compilers or user interfaces, will already have a functional
partitioning that is available for use. In such cases, this functional partitioning may be used instead of gen-
erating one from the scenarios. It is also possible that the previously available functional partitioning may
not reflect all of the scenarios and may need to be further refined. Such distinctions represent refinements
of the method we present here. The presentation here does not assume an existing functional partitioning.
The steps of the method are:

1. Develop task scenarios that illustrate the kinds of activities the system must support. These will
reflect the non-functional qualities of interest, but, as discussed in Section 2, the explicit con-
nection between scenario and qualities is not necessary. These scenarios will also present in-
teractions from different roles, such as end user, system administrator, maintainer, and devel-



oper.

2. Develop a functional partitioning that manifests the ramifications of the task scenarios. The
various functions or services introduced in the partitioning will be introduced as a result of one
or more scenarios. Maintain a coupling between the elements of the functional partitioning and
the scenario(s) that each supports.

3. Classify the task scenarios as direct or indirect by ascertaining whether they are executable by
the functions and services determined in step 2 (these are the direct scenarios) or are manifes-
tations of the structure (indirect scenarios). This is not always an obvious decision and involves
an evaluation of the types of functions that should be included in systems in the domains. In
general, a function should be added whenever the contained functionality is contained in some
system in the domain. For example, in the IIS domain, when adding new data to an existing
data base, a system may or may not automatically update the index files. When the functional
partitioning is developed, a decision must be made as to whether there is a function to automat-
ically update index files when adding new data. If such a function exists, this is a direct task; if
it does not and updating the index files is a manual operation of some sort, then this is an indi-
rect task.

Express the candidate architectures in a common syntactic architectural notation.
5. Map the functional partitioning onto each candidate architecture.

For each direct task scenario, determine whether the target system supports this task (by feature
inspection). That is, a direct task can be executed by the functions in the functional partitioning.
This check is to see if the task can be executed by the functions in the candidate architecture.
The evaluation is binary; a candidate architecture will either support the task scenario and re-
ceive + on this scenario or it will not and receive a - on this scenario.

7. Identify the functions and services coupled with the indirect task scenarios. For each function
or service, inspect the structural elements to which it is allocated in the candidate to determine
whether any other function or service is computed within the same structural element. If so,
then give the candidate a - for the scenarios coupled with the function or service. If not, then
give the candidate a + for those scenarios.

8. Finally, an overall ranking of the candidate architectures is developed by weighting each sce-
nario and using that weighting to interpret the ratings on the individual scenarios.

Some of these steps may be iterative. For example, the choice of scenarios will be influenced by the sys-
tems in the domain to be analyzed. The choice of whether a task is direct or indirect may also be influenced
by the candidates to be examined. All of these choices can be made by re-iterating through the appropriate
steps of the method.

5 Task Scenarios

In this section we perform step 1 of the method for the domain of IIS: define a set of task scenarios accord-
ing to the roles that they affect. Above, when we were speaking generically, we mentioned the roles of end
user, system administrator, and system builder. Within the IIS domain, the roles of interest can be more
specifically named: information consumer (a person who uses an IIS to search for information); informa-



tion provider (a person who wants to make some information available on the Internet either as a stand-
alone repository or as an addition to an existing repository); and system builder (a person who modifies
the part of the infrastructure of the IIS).

Information Consumer Scenarios:

e Perform a directed search for information. The user has a relatively clear goal of the
desired information and attempts to use the IIS to locate that information.

* Browse for information. This is an undirected search. The user has no particular goal to
find certain information and wishes to look through whatever is encountered.

Information Provider Scenarios:

* Add information to an existing data repository. We assume that data exists in various
sites or repositories located on the Internet. In this scenario, an information provider
wants to add more data to an existing repository. We assume that the data is in an
acceptable form for the repository.

* Add a data repository (of an existing type) at a new location. In this scenario, a provider
wants to introduce a whole new repository at a location on the Internet that was not
previously accessed by the IIS. The form of the information is similar to information in
existing repositories, so we can assume that the infrastructure of the IIS need not be
modified in order to access the data.

* Add a new data repository (of an existing type) at an existing location. Similar to the
previous scenario, except that the repository will reside at an Internet location that
already hosts another repository accessed by the IIS.

* Add anew view of pre-existing information. Most IISs allow you a particular view of the
information that they access, whether by means of a hierarchical menu of documents (as
in Gopher) or a straight listing of files that match some search criteria (as in WAIS). This
scenario refers to the effort needed to provide a different view of the information in an
existing repository.

* Move information (for reorganization purposes). It might be desirable to change the
physical location of a repository, or a piece of information within a repository. This
scenario refers to making that change in such a way that the information consumer is not
affected.

System Builder Scenarios:

* Add a new information access type. Allow for the introduction of new types of query
formulation mechanisms such as query by example, map based queries, or queries
formulated by intelligent agents.



* Add a new type of data repository. A large part of the appeal of an IIS is its ability to
deliver data of varying types (text, video, audio, etc.) with minimal effort by the
consumer. Much of the task of delivering a certain type of data is taken care of by the
infrastructure of the IIS, which will recognize a type and know what protocol to use to
deliver it to the consumer. This scenario is concerned with the effort involved to modify
the infrastructure of an IIS so that it can handle a new type of data.

6 Functional Partitioning

In this section we exemplify Step 2. That is, we use the scenarios to derive a collection of functions and
services (and a data repository).

6.1 Internet Information System Functions

We begin the functional decomposition definition process by considering a subset of the task scenarios.
The first set of task scenarios that we will consider is:
e search for information
* browse for information
Given this set of tasks, we can infer that we need a data repository, a way to view data, and a way to for-
mulate queries to retrieve data. These needs translate into three functions or services:
ul: user interface
IA: information access engine
DR:  data repository

In addition, if we are supporting searching, it should be done efficiently, so we include an additional func-
tion to provide an inverted file for the data.

IX: index

Now we consider the effects of adding additional task scenarios on the functional decomposition. In each
case, when we add a new function, we separate it from all other functions (recall that this is a specification
of functions, not structure—a given system may decide to combine several functions into a single struc-
tural element, or distribute a single function over multiple structural elements). The next set of tasks that
we consider are:

* add a new type of data repository

* add a data repository (of an existing type) at a new location

* add a new view of pre-existing information

In order to satisfy these task scenarios, we need to posit four new functions:

DW:  database wrapper
LD: logical database



NR:  name resolver
CM:  communication manager

The database wrapper is a function that makes heterogeneous data repositories appear uniform to the in-
formation consumer, or to a program that accesses those databases. A logical database (or view) is a group-
ing of pre-existing information, possibly collated from disparate sources. A communication manager
allows us to communicate with other computational entities. For example, the communication manager
might manage the use of TCP/IP to communicate with other Internet sites. A name resolver allows users
to access resources by name across the Internet without knowing precisely where those databases are lo-
cated or how to define a path from the user to the resource. As an example, most electronic mail is ad-
dressed symbolically and delivered to a specific Internet address with the aid of a name resolver. Such a
function is crucial to systems that need to address resources at unpredictable locations.

Now we consider the scenario that moves information from one location to another. There are two func-
tions involved in this scenario: the name resolver identified previously, and:

MV:  amove utility

that automatically updates the tables used by the name resolver.
The other scenarios:

* adding a new information access type,
* adding information to an existing repository, and
* adding a new repository of an existing type

cause the additions of the following functions:

VIA:  virtual information access
IAU:  information adder utility
RAU: repository adder utility

The VIA provides a virtual interface to the information access engine and buffers changes to that mecha-
nism based on the query formulation mechanism, the utilities are responsible for automatically updating
whatever tables are associated with adding data (such as the inverted files) or adding a new repository
(such as the WALIS repository of repositories).

To our knowledge, there is no IIS that has the function of the RAU. On the other hand, if this is an impor-
tant scenario then it is useful to determine whether a particular system supports it. Thus, it is a function in
our functional partitioning. In general, the functional partitioning derived using our technique will be a su-
perset of the functions present in any particular IIS.

6.2 Task Scenario Classification

Now that we have developed our functional partitioning, we perform step 3 of the method: to determine,
for each of the task scenarios, whether that scenario is direct or indirect. We perform this evaluation against



the theoretical IIS that we have defined via the functional partitioning. We also maintain the coupling be-
tween the indirect tasks and the portions of the functional partitioning associated with those indirect tasks.

As we mentioned above, there is a connection between the functions defined and whether a particular sce-
nario is direct or indirect. Our method calls for adding a function whenever a scenario demands it. How-
ever, scenarios are considered direct whenever any system in the domain supports the functionality
directly. Thus, other systems within the domain being evaluated will be ranked lower if they do not support
that function directly. If none of the systems being evaluated has the indicated functionality, they will all
be ranked lower equally and the directness or indirectness of the scenario doesn’t affect their relative rank-
ings. Of course, the weight given the scenario is determined by the evaluator.

For example, when one wants to move information (for reorganization purposes) in an IIS, this task might
be direct or indirect. Furthermore, if one has an index built on top of the information, re-creating the index
after the information has moved might be direct or indirect. If at least one IIS supports these tasks directly,
then the task scenario itself is labelled as being direct. Other IISs might support the scenario indirectly (for
example, by manually moving the files or re-building the indices), and those IISs will be ranked lower than
an IIS which provides this functionality directly.

Our classification of the tasks given in Section 5 and the coupling with the functions defined is shown in
Table 1. We only indicate the functional coupling for indirect tasks, and we use this information in our
analysis of the architectural support for each task, shown next.

Task Scenario Classification F:;lucgfrrllgl
search for information direct
browse for information direct
add information to an existing repository direct
add repository (of an existing type) at a new location direct
add new repository (of an existing type) at an existing location direct
add new view of pre-existing information direct
move information (for reorganization purposes) direct
add new type of data repository indirect DW, DR
add new information access engine indirect Ul, IA, DW

Table 1: Task Scenario Clasgications
7 Systems to be Analyzed

We will now examine three well-known IISs—the World-Wide Web, Prospero, and WAIS (Wide Area
Information Server)—using the method defined in Section 4, and in light of the task scenarios defined in
Section 5. The steps are to represent the architecture of each candidate in a common notation, map the
functional partitioning to the architecture, see if the direct scenarios can be directly executed by the can-



didate, and evaluate the indirect scenarios based on the functions coupled to them. Not all systems will
support all of the direct and indirect scenarios. It is by linking these scenarios to the architecture of the
various systems (represented in a common notation) that we can make comparisons between them and un-
derstand the trade-offs involved in supporting or not supporting a particular task.

In order to analyze and compare a number of independently developed systems, it is helpful to first repre-
sent these systems in a common structural notation, as suggested in [4] 3 This is step 4 of the method. The
notation that we will be using is shown in Figure 1.

Components Connections

Uni-/Bi-directional
Control Flow

Uni-/Bi-directional
(4)» Data Flow

Process () —>»

Computational
Component

Passive Data
Repository

Active Data
Repository

10010

Figure 1: Structural Notation

Given this notation, we can now represent each of the three IISs and examine their suitability with respect
to each of our task scenarios. For each system, we perform step 5 of the method: we map the functional
partitioning derived in Section 6.1 onto each of the architectures. We will indicate the allocation of func-
tions to each structural component by annotating the structural component with the two-letter acronym in-
troduced in Section 6.1, presented in italics: UI for User Interface, /A for Information Access, and so forth.

For each candidate IIS, we will exemplify the final steps in the method by considering the ramifications
of the indirect tasks on the candidate’s software architecture. In each case, we appeal back to our functional
partitioning to determine the ramifications of a task scenario. We consider the effects of a single instance
of each scenario, and of multiple instances.

7.1 World-Wide Web

The World-Wide Web (WWW) is a distributed hypermedia system organized as a loosely connected set
of clients and servers that share a common set of communication and markup protocols. Servers make in-
ternet resources available to a community of clients that speak HTTP (the HyperText Transfer Protocol).
In addition, WWW clients typically understand a number of other protocols ([1], [2]). Figure 3 shows an
example of a typical WWW client and server.

3. The notation used here is a slight variation of that used in [4].
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The minimal WWW server must understand HTTP and respond to requests for resources by sending them,
appropriately formatted, to the requesting client. Thus, a server has some set of files for which it serves
requests, an HTTP server which “speaks” at least this one protocol, a path resolver that allows it to deter-
mine which file an HTTP message is requesting, and a stream manager which manages the raw commu-
nication with the network. In addition, if a server is making resources available which do not speak HTTP
then it must provide a Common Gateway Interface to translate from the native protocol into HTTP.

WWW Clients must provide a User Interface Manager to display the results of user requests, an access
manager to formulate user requests in terms of the underlying protocols, a protocol manager to map be-
tween the various protocols that WWW supports (HTTP, NNTP, WAIS, Gopher, FTP) and the access
manager. The stream manager handles network communications, and the cache manager keeps a local
cache of retrieved information, so that subsequent requests for the same information may be handled lo-
cally.

Client Server

U
< User Interface ManagerD Path Resolveerﬁ

% IA C
Access Manager Stream Manager

DWIN. D
Protocol Manager < HTTP Server ‘@
Cache Manage CGl bw

C
Stream Manager File System m

Figure 2: A Typical World-Wide Web Client and Server

7.1.1 Add new type of data repository

Referring to Table 1 we see that this indirect task affects the data repository (DR) and the data wrapper
(DW) functions. Examining Figure 3, we see that the data repository function is mapped onto the file sys-
tem and cache manager, and the data wrapper is mapped onto the CGI, HTTP server, cache manager, and
protocol manager. We need to consider how adding a new type of data repository affects these structures.

If the new type of data repository can communicate using HTTP, then the change is isolated to replacing
the file system. If the data repository does not communicate using HTTP (for example, to access an exist-

11



ing SQL database) then a CGI “gateway program” [5], a separate executable, must be created to translate
the underlying file system into HyperText Markup Language (HTML).

For each instance of this task, a separate CGI must be created, which maps between the new type of data
repository and the HTTP server. Thus, the task scales well because the file systems and servers are distrib-
uted, and because the WWW developers have created the CGI as an interface between native file systems
and HTTP. There are no internal program limitations which dictate how many CGIs or file systems may
be connected to WWW servers.

Finally, the Cache Manager and Protocol Manager are not affected by this change, because they manipu-
late documents in a well-known format, such as HTML, using a well-known protocol, such as HTTP or
FTP. For this scenario, WWW merits a +.

7.1.2 Add new information access engine

Once again referring to Table 1, we see that this indirect task affects the information access (IA), user in-
terface (UI), and database wrapper (DW) functions. The information access function, if it assumes an un-
derlying data model which already exists in the system, can be added without affecting any other
component.

If, on the other hand, the new information access engine requires a different data model (for example, if
one wanted to add SQL-style searches to a hypertext browser, or if one wanted to be able to sketch visual
queries in an interface to an image database) then the protocol manager would need to be modified to pro-
vide this view of the data, and either a new protocol would need to be added to the existing set or a new
CGI program would need to be written to translate the existing protocol into HTTP. In addition, the user
interface would need to be modified to provide the appropriate query and result display mechanisms. This
merits WWW a - for this scenario.

The response to the addition of large numbers of new information access engines is similar. If these en-
gines follow the existing data models, adding more of them amounts to the replacement of an isolated com-
ponent. If we want to add large numbers of new information access engines, each of which pre-supposes
a different data model, then the protocol manager and user interface functions could easily become com-
plex, posing a bottleneck for such scalability.

7.2 WAIS

Wide Area Information Servers (WAIS)* is a network publishing system designed to help users find in-
formation distributed over the Internet using a mixture of natural language and boolean queries [8]. The
querying capability (services for the information consumer) of WAIS is based on the client-server archi-

4. WAIS and Wide Area Information Servers are both registered trademarks of WAIS Inc.
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tecture, and is depicted in Figure 3.5 WAIS also provides various services (not shown in Figure 3) to aid
the information provider, and these are basically intended to modify or create the servers.

Access lis

Client

Server

Locate IA >

NISO Z39.50 Protocol

UL IA
Query Panel

Retrieve/
Summarize

NR,LD
Source Description

Database [ 2K

Figure 3: WAIS architecture for single server hosting a single database

The WAIS client provides the user interface as a query panel that is used to formulate a query and indicate
the data sources (WAIS databases) that the user wishes to search. The client also provides logical database
and name resolution functions through a collection of source descriptions providing relevant information
about the available sources such as physical location of the server hosting the database on the Internet, the
name of the database on the server and a short description of the contents of the database.

The server services the query request from the client. One client request is to search a database (or a col-
lection of databases) that it hosts to find the best matches for a user query. Another client request is to re-
trieve a particular piece of data from the database. The database is a collection of documents of the same
type. The document types range from textual to graphical to some combination of both. Each database has
an index that contains an inverted file to link all words in the database to the documents that contain them.
This index facilitates searching for keyword matches suggested by the user queries. Each database also has
an access list which identifies those clients with permission to access the database. Once the server deter-
mines which documents are relevant for the search using the index and access list, it retrieves the docu-
ments from the database itself and ranks the documents according to some relevance criteria based on the
user’s query. The server then returns an ordered list of documents with header information to the client for

5. At the time of this writing, we are only clear about the architecture of WAIS for single server accesses. We are not sure how this picture
changes to reflect searches that span several servers, though we know this is possible.
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display to the user. The user can then either reiterate on the query to refine the output or request that a par-
ticular document be retrieved from the server.

The connection between client and server adheres to the NISO standard protocol Z39.50.

7.2.1 Add new type of data repository

Referring to Table 1 we can see that this indirect task affects the data repository (DR) and the data wrapper
(DW) functions. Examining Figure 3, we can see that the data repository function is mapped onto the raw
database, and the data wrapper function is provided by the database index. We now consider how adding
a new type of data repository affects those structures.

We mentioned earlier that WAIS provides several utilities for the information provider that are not depict-
ed in Figure 3. Two of those utilities, an indexer and a parser, are relevant in this scenario. When an infor-
mation provider wishes to publish a database, the information in that database must be parsed into
documents containing header information and a collection of words that forms the document contents.
Then an index is formed to provide quick access into the database. For existing WAIS datatypes, these two
steps are easily performed by the two utilities. For new datatypes, the information provider is required to
modify the parser to declare the form of the documents. The index utility need not be modified. The mod-
ification of the parser may or may not be trivial, depending on the form of the data and how easy it is for
the provider to describe the raw data as a delimited list of documents, each of which is a collection of words
that would be used for querying. Note that this scenario does not explicitly discuss the accessibility of this
new data repository. In this case, to access the new repository, the client source description file would have
to be modified to indicate the presence of the new source. WAIS scores a + for this scenario.

If we consider many instances of this scenario, each one requiring the introduction of a new type of data,
we can see that WALIS is just as good as WWW. The number of data types supported by WAIS does not
affect the task of introducing a new type, so WAIS scores a + for the augmented version of this scenario.

7.2.2 Add new information access engine

Referring to Table 1, we see that this indirect task affects the information access (IA), user interface (UI),
and database wrapper (DW) functions. WAIS supports three types of query mechanisms. One is a natural
language interface that allows users to enter queries as arbitrary words that will be used to locate and rank
documents in the database. The user can also use some boolean connectives to structure a query. The final
query mechanism is called relevance feedback, in which the user indicates that the result from a previous
query should be used in the next query to find documents most similar to the relevant document. Each of
these query mechanisms are supported in the Query Panel and Locate component. Introducing a new ac-
cess engine would involve modifications to both of these components, assuming that the information in
the Index component (the inverted file list) is enough to perform the query. If that assumption is not valid
for the new query mechanism, then a new index utility would have to be created. Given this relative in-
flexibility for defining new access engines, WAIS scores a - on this scenario. WAIS also scores a -on the
augmented version of this scenario.
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7.3 Prospero

Prospero [6] is a system that enables viewing files across the Internet according to a locally defined view.
Its primary focus is in the organization of information rather than the searching or retrieving of informa-
tion [7]. It is intended to be used in conjunction with other types of Internet systems such as Archie. In this
context, its primary function is as a logical database component within a larger system. Our analysis, how-
ever, is of Prospero in isolation since it is presented in the literature as a stand alone system. This discrep-
ancy will reappear in our analysis.

The Prospero user establishes a local directory structure (organized in a fashion that is locally meaningful)
that contains pointers to files spread out across the Internet. Associated with each local sub-directory is a
filter that restricts and re-organizes the target of the associated link. The links and filters are executed at
run-time so that the files that are accessed are current. It is possible for the target directory to itself have
an associated filter so that the filters are composable. Prospero allows one user to organize a directory
structure, for example, by papers by topics by language while another user organizes the same papers by
language by topic. Regardless of the organization, all of the papers are physically stored elsewhere with,
potentially, a third organization.

Prospero is organized into clients and servers where the clients maintain the local views and the servers
execute the links and the filters. The Prospero Protocol contains items such as: create/delete link, list, and
link forwarded. Prospero is designed so that existing applications (such as Unix commands) can run with-
out modification and such that specialized Prospero utilities that are Prospero aware can also be written.
Figure 4 shows a Prospero client and server.

Client Server
v NR
I Directory Server
Utilities ‘
Server b
Compatability Library

Library

y
Prospero

File System m

Figure 4: Prospero Architecture

Protocol
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7.3.1 Add new type of data repository

Referring to Table 1 we can see that this indirect task affects the data repository (DR) and the data wrapper
(DW) functions. Examining Figure 4, we can see that the data repository function is mapped onto the file
system, and the data wrapper does not exist. We need to consider how adding a new type of data repository
affects those structures.

The new type of data repository would presumable exist within the native file system and so the DR is not
affected by this change.

Because the data wrapper does not exist, in order to execute this scenario on Prospero, a data wrapper must
be created. Presumably the data wrapper would convert the new type of data repository into the Prospero
protocol (although this notion does not make a whole lot of sense). Since Prospero is intended to be used
with other Internet Systems, they would be the ones for which this evaluation is meaningful. We included
Prospero to exemplify the types of situations where the system being evaluated does not support at all some
of the task scenarios.

For this scenario Prospero gets a -.

7.3.2 Add new information access engine

Once again referring to Table 1, we see that this indirect task affects the information access (IA), user in-
terface (UI), and database wrapper (DW) functions. Again since Prospero does not have a database wrap-
per function, it receives a - for this scenario.

8 Comparisons

The results of the analyses for the indirect scenarios are given in the following table:

Table 2: Comparison of Analyses

adding adding new adding
. many new
adding new | many new type of tvpes of
type of data types of information | . SPo>
) information
repository data access

. . access
repositories engine .

engine
WWW + + - -
WAIS + + - -
Prospero - - - -

The interpretation of this table depends on the desires of the evaluator. Each scenario has to be weighted
to reflect its importance in the particular evaluation being performed. In our case, since the indirect sce-
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narios make no sense with respect to the user of Prospero, the result would be either that Prospero would
be scored very low as a candidate or that these scenarios would have a very low weighting.

9 Conclusions and Further Work

This paper provides a method for evaluating a system at the architectural level for various non-functional
qualities. A requirement (in fact, a useful by-product) of the method is that the non-functional qualities be
manifested as task scenarios rather than in the abstract.

The method presented is a refinement of our previous analysis of user interface construction systems [4]
and is applied to a fundamentally different domain. As such, we feel that we have responded to the most
fundamental criticism of our previous work —its domain specificity.

The method requires a great deal of work to set up the evaluation and very little to apply it. As such, it is
suitable for inclusion in a handbook of standard architectures where the production of the handbook is a
high-skill labor-intensive exercise but the application of the handbook is intended to be lower-skill and not
labor-intensive. This is true of most engineering handbooks.

There are still two criticisms that could be made of the current work:

1. The mapping of the functional partitioning onto candidate systems could be problematic. We
consciously evaluated well-known IISs. We did this so that this work could be verified. These
systems, however, did not all have well-defined, published architectures. In some cases we
generated the architectures presented from partial descriptions and from systems manuals. It is
clearly possible that our lack of understanding of the systems being evaluated caused us to in-
correctly perform the mapping. The scenario of usage that we envision for the method, howev-
er, would be to evaluate a collection of competing architectures for a particular problem where
the evaluators would have far greater knowledge of the proposed architectures. In this case, the
mapping from the functional partitioning to the candidate systems would not be problematic.

2. The functional partitioning is not repeatably generated from the particular scenarios chosen.
Again, with the view of this method as being appropriate to a handbook developed by experts
this criticism is not a concern. The functional partitioning would be developed by those people
in the domain who had the most knowledge and were the most appropriate to perform this task.
Thus, although the functional partitioning might not be repeatable, it would represent the best
knowledge in the domain.

One of the shortcomings of the current work is that it focuses only on functional partitioning and the allo-
cation of function to structure as an evaluation mechanism. There are clearly qualities and associated sce-
narios that depend heavily on the coordination model of the architecture and these qualities cannot be
analyzed by the current method. In addition, our notion of “connection” is still quite primitive, having only
two types: data and control. A better understanding of our methodology, as it applies to coordination and
connections, is a direction which we intend to pursue in the future.
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